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Abstract. Modernmachine learning is often presented as a single, monolithic pipeline: onemodel,
trained once, on one centralized dataset. In practice, this assumption rarely holds. Data is fre-
quently scattered across institutions that cannot pool it— for legal, competitive, or logistical rea-
sons—and it keeps arriving over time, forcingmodels to adaptwithout discardingwhat they have
already learned. This lecture introduces two research areas that directly address these two con-
straints: Federated Learning, which trains models across distributed data sources without ever
centralizing the raw data, and Continual Learning, which trains models on a stream of data over
timewithout catastrophically forgetting earlier tasks. Using a running example fromhealthcare—
patient data that cannot leave the hospital where it is collected, and that keeps growing every day
— we introduce the core formulation of both paradigms, discuss the main families of strategies
that address them and the trade-offs between simplicity, communication cost, and robustness to
heterogeneous or evolving data, and reflect on when each paradigm is worth the added complex-
ity it introduces. The lecture assumes no prior exposure to federated or continual learning; basic
familiarity with supervised learning and gradient-based optimization is sufficient.

Learning outcomes. By the end of the lecture, participants will be able to:

• explain why the classical assumption of a single, static, centralized dataset breaks down in
many real-world settings, and identify the space and time axes along which it breaks down;

• describe the core problem formulation of Federated Learning, and discuss the main strategies
used to keep collaborative training effective when data across institutions is highly heteroge-
neous;

• describe the problem of catastrophic forgetting in Continual Learning, and discuss the main
families of strategies used to mitigate it;

• recognize, given a research problem in their own domain, whether a federated and/or contin-
ual formulation applies — and when a standard centralized model remains the simpler, more
appropriate choice.


